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Upper Confidence Reinforcement Learning

_ » To optimistically fit a model to
value/policy collected samples
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» Use the learned model for making

model ¢————— experience
decisions.

model learning

Questions:

» How to optimistically "fit a model"?
- Extended value iteration (EVI) with confidence bounds

» Regret guarantee?



MDP with post-decision state

MDP (S, A, p, r) such that the transition probabilities
p(s,2,5) = p(F(5.2), )
f:SxA— Yisaknown deterministic transition function.
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Examples: Inventory problem, Board games etc.

Advantages: reduces the dimension of transition kernel and the
dimension of value function



Algorithm
In each episode,

» Condidence set construction: construct a confidence set

BL(y) = [p(ly) € P(S) : [Ip(-ly) = Bu(:Iy)llx < BL(y)]
Bi(s,a) = [Fi(s; a) — Bi(s, a), Fi(s, a) + Bi(s, a)]

of the unknown transition model, based on experiences
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» Optimistic planning:

k() = argmax max {r(s,2) + Vo (£(5,2))}

» Use the optimistic policy in the next episode.



Regret analysis

Given an MDP M and a stationary policy 7w : ) — A, consider the
Markov process for which the transition probability is

p(yay/): Z pA(y,s)foraIIy,y’ey,
f(sm(y)=y

Define T(y'|M, 7, y) to be the first time when hitting y” for the
above Markov process starting from y. Then the diameter of M is
defined as

D(M) = in E[T(y'|M
(M):= max  min E[T(y[M.my)l,

MDPs with finite diameter are called communicating.



